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Abstract-The predictive accuracy of expert systems is often evaluated in specific situations, i.e. with 
noise-free and domain-specific data, or with speciJic predictive protocols such as data fitting or 
resampling. Consequently the predictive tests depend on the situation and comparisons between models 
are dificult. This paper examines the general problem of prediction in the context of one particular 
system, the Bayesian classifier: The effects of varying components of the predictive task are determined 
on an ecological data set. The components of the predictive task varied were: Object of prediction, type 
of data, predictive protocol, decision system and measures of predictive accuracy. The results show the 
ways in which success or failure of prediction depends on the specification of the predictive paradigm. 
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INTRODUCTION 

STUDIES OF EMPIRICAL PREDICTIVE AI systems have used 
a range of methods of evaluating predictive adequacy. 
For example, in tests of the ID3 algorithm, a machine 
learning system for developing decision trees for use in 
expert systems, models were developed on a training set, 
the set was corrupted in a controlled way and then the 
predictive accuracy was tested (Quinlan, 1986). This 
procedure simulates the development of a model in a 
noise-free environment, such as a laboratory and a ‘real- 
world’ noisy situation. In another evaluation of ID3, 
decision trees were trained on 70% of the data and tested 
on the remaining 30% (Mingers, 1989a). This procedure 
simulates an independent test, such as repetition of an 
experiment in a different laboratory. These procedures 
illustrate two different predictive situations in which 
models are tested. 

The success of one predictive method at one task does 
not suggest that it will be successful at another. An 
example of this phenomenon is ‘overfitting’. In over- 
fitting the model developed is very specific to the 
training set and performs poorly on the test set. 
Overfitting is known to be a problem with multi-variate 
statistical methods when the data set contains many 
predictor variables (Verbyla, 1986). Overfitting is an 
example of a model succeeding at one type of prediction 
(resubstitution) and failing in another (resampling). The 
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growing awareness of the problem of overfitting of 
models has led to unbiased evaluation of prediction, 
estimated by resampling methods such as jackknife or 
bootstrap resampling (Mingers, 1989a,b). 

Prediction is often assumed to mean that a model must 
‘fit the facts’ (Loehle, 1983). The variety of forms of 
prediction used in model evaluations shows that the 
notion of fitting the given facts is inadequate. The facts 
the model is designed to fit may not be available when 
the model is being developed. For example, models are 
generally designed to predict in situations where no data 
are available, e.g. future situations (forecasting), situa- 
tions distant in space, or situations not covered by the 
range of the given facts (extrapolation and inter- 
polation) . 

One reaction to the plurality of predictive tasks is to 
adopt a specific method as the norm. Resampling 
predictive tests are proposed as standard methods of 
evaluating empirically developed models in many fields 
(Verbyla & Litvaitis, 1989). Another approach is to solve 
the general problem of finding the best predictive model. 
This problem is solved in theory by the Bayesian 
inductive procedure-simply enumerate all possible 
models, select a set of those with the highest posterior 
probability and use a weighted average of their predic- 
tions for predicting (Cheeseman, 1990). This algorithm 
is impractical to implement as the number of possible 
models is usually very large. In practice, concessions to 
computational tractability are made that do not guarantee 
the success of this process: A restricted class of possible 
models is chosen and only one final model is selected. 
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A third approach taken in this paper is to generalize 
the notion of prediction into a predictive paradigm, 
incorporating the range of alternatives, and develop more 
general or generic predictive systems. This study takes 
an empirical approach to evaluating the effect of 
alternatives. The main reason for an empirical study is 
that the formalization of both for prediction by resam- 
pling and the Bayesian classifier system is complex. An 
empirical study is sufficient for exploration of the 
problems and difficulties of prediction. In order to 
address specific predictive situations, a predictive para- 
digm is defined, following the inductive paradigm 
defined by Kelly and Glymour (1990). The components 
of a predictive paradigm are: 

?? a language for expressing predictions, 
?? a formal predictive protocol, 
. a space of theoretically possible situations, 
?? a decision system for asserting a prediction given a 

situation, 
?? a criterion of predictive adequacy and 
?? a method for converging on a decision system. 

There are a variety of ways of filling each of the 
components of the predictive paradigm, depending on 
the given problem and methods available for providing 
predictions. In this paper a Bayesian classifier system 
was used-part of a system for rapid development of 
predictive systems (Stockwell, 1993). Experiments are 
performed on a data set on the occurrence of water birds, 
illustrating the components of the paradigm and the 
effect of variations on the classifier system. The 
components of the paradigm examined in this paper are 
as follows. 

The language for expressing predictions is restricted to 
presence and absence of water birds. 
A number of formal predictive protocols are com- 
pared: Resubstitution, resampling and forecasting. 
The space of theoretically possible situations includes 
predicting a range of species of birds from the 
physical, chemical and biological parameters of water 
bodies in a range of disused quarry pits in Gloucester- 
shire, England. 
The decision system, the Bayesian classifier, uses a 
decision rule based on the estimated posterior proba- 
bility, which is varied according to the expected 
probability of successful prediction. 
The measure of predictive adequacy is determined 
from comparison of the percentage of correct predic- 
tions with a range of null models. 
The effect of increasing data and numbers of variables 
on convergence of the decision system is determined. 

It is shown that there are many choices in each 
component of the paradigm that affect the outcome of a 
predictive trial. A predictive system may fail to predict 
due to inappropriate choices in the components of the 
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test situation. A greater understanding of the components 
of the predictive paradigm and the way it affects 
predictive accuracy will allow more reliable modelling 
and model comparisons and assist in understanding of 
the issues underpinning the automated learning of 
acceptable predictive models. 

PREDICTION WITH A BAYESIAN SYSTEM 

A number of AI systems for reasoning under uncertainty 
have adopted a Bayesian classifier approach (Saffiotti, 
1987). One of the first was PROSPECTOR, an expert 
system for mineral exploration (Duda et al., 1976). 
Medical diagnosis is also particularly suited to Bayesian 
methods (Spiegelhalter, 1985). Bayesian belief networks 
combine a number of Bayesian classifiers into a directed 
acyclic graph (Pearl, 1986; Morawski, 1989; Olson et al., 
1990). A wide variety of inductive systems, including 
decision tree induction, can be analysed theoretically 
from a Bayesian perspective (Buntine, 1991). 

The Bayesian classifier is based on simple calculations 
with probabilities connecting states of input variables 
with states of output variables, represented as a matrix of 
probabilities. As a simple example of the operation of a 
Bayesian classifier from a medical diagnostic system. 
First, evidence of a symptom is provided. The system 
contains the probability of the symptom and the 
probability of a symptom given a disease. These 
probabilities are the prior probability P(d), and the 
conditional probability P(eld). The result calculated by 
the system is the posterior probability of the disease 
being present, given the symptom, P(dle). Providing 
P(e)>O, it is calculated by the equation: 

P(dle) = P(eWP(d) 
P(e) 

A high P(dle) justifies predicting the disease to be 
present. Equation (1) can be thought of as a predictive 
inference that links evidence to outcomes. For example, 
suppose that the incidence of a disease is one in 10 cases, 
so that the prior probability of a person having the 
disease is 0.1. Suppose also that the probability of the 
occurrence of a symptom given that disease is 0.99 and 
the probability of the symptom occurring in the general 
population is 0.2. Therefore, by equation (I), the 
probability of the disease given the symptom is: 

0.99 *o. 1 
P(dle)= o2 =0.5 

The result of incorporation of a single piece of evidence, 
P(dle) can in turn be the input to equation (1) if more 
evidence is available. 

Prediction with a Bayesian occurs in two stages. The 
first stage is the determination of the posterior probabili- 
ties of the output classes. In a general Bayesian system 
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prediction requires us to simply calculate the probabili- 
ties of values of an output variable d, based on the 
combinations of input values or ‘evidence’ e,,,. . .,emn 

p(d,le ,,,..., em,,), p(d,le,,, . . . . e,,),..., p(d,lel,,...,e,,) 

In the second stage the probabilities for the categories 
d ,, . . .,d, are examined and a decision rule selects the 
predicted value based on the calculated probability. The 
one with the highest probability is chosen, dj say. Thus d, 
is inferred from the evidence, 

ell,..4,,, +d, if max,(P(dJe ,,,..., emn))=P(djlel, ,..., emn) 

This straightforward statistical approach belies one 
fundamental limitation of computation mechanisms. The 
storage needed for the joint distribution, P(dle,,...,e,) 
increases exponentially as the number of variables 
increases, rapidly surpassing the limits of any computer 
system. If we have q variables e,, e2,. . .,e4 with m values 
and it possible outcomes, the total number of possible 
rules forming simple conjunctions of the variables: e, & 
e2 &. . .& e,-+d is mqn. 

One solution is to limit the dimensionality of the basic 
units by considering only interactions between single 
pieces of evidence and single diagnoses. The total 
number of components then increases linearly. The 
conditional probabilities needed for the inference may be 
represented as an n*m*q matrix of probabilities. 

A modification of Bayes’ theorem [equation (l)] is 
used to calculate the result of combinations of evidence. 
This equation can be derived from the set definition of 
conditional probability: 

P(eWYd) = fWWP(d) _ &e&d) 
P(e) PbW(e) p(e) 

= P(dle) p(e),p(d)#O 

In general Bayesian prediction evidence may point to 
more than one value being true at a time, i.e. more than 
one disease being diagnosed or a set of values being 
predicted. Another simplification is the property that one 
and only one of a variable’s values may be true at a time. 
When only one of the diagnosis variables values is 
assumed to be correct the incidence for all diagnoses 
may then be grouped into a vector where the probabili- 
ties sum to one. The vector of probabilities prior to the 
incorporation of a piece of evidence is called the prior 
probability vector 

~(d)=<P(d,), P(dJ,...,p(d,)’ - 

Bayes’ rule shows that in the case of identical and 
independently distributed variables the posterior proba- 
bility is proportional to the product of the conditional 
probabilities of single variables (Press, 1989): 

P(d,le ,,. . .,e,) CC P(e,ldJ, P(e,ld,). . .P(e,ldi) 

Given the prior vector P(d) and the appropriate 
evidence conditional P(eld), the calculation used to 
obtain the posterior vector s (Pearl, 1986): 

P(dle) = flP(eld)TP(d) 

where * denotes the term by term multiplication of 
vectors-and p is a normalizing vector to ensure that the 
posterior probabilities sum to one, i.e. 

P= k .$ P(dile) 

Under the important assumption of independence in 
the evidence, any two pieces of evidence presented 
singly are as significant as the two pieces presented in 
conjunction. Evidence is incorporated into the prior 
vector. The calculated posterior probability vector then 
becomes a prior probability for the next piece of 
evidence. This process continues until no evidence 
remains. The final posterior probabilities are then sorted 
into order of probability and the highest probability 
chosen as a prediction. 

The Bayesian classifier is implemented here on an 
expert system development shell called the learning base 
system (LBS) (Stockwell, 1993). The system has been 
successfully used to diagnose viral diseases in crops in 
Thailand (Stockwell & Dilokkunanant, in preparation) 
and gastrointestinal diseases in the Western Pacific 
Region. 

SPECIFICATION OF THE PARADIGM 

The following section presents the details of the 
components of the predictive paradigm evaluated in the 
Bayesian classifier. A number of sections contain 
sensitivity analysis to demonstrate the effect on pre- 
dictive accuracy. The results are evaluated at the end of 
each section. 

Languages for Expressing Predictions 

Models generally predict by asserting the expected value 
of a variable. The variables can be categorical (e.g. 
which horse is going to win a race) or continuous (e.g. 
the maximum temperature tomorrow). Prediction can 
also refer to the predictions of the range of a function. 
For example, in a soil water simulation model, soil 
moisture levels are predicted over the whole year (Davis 
et al., 1991). The models predict a function with respect 
to time, rather than a single value. Hence there are two 
types of prediction: 

?? values or states of variable in models 
?? parts of the models themselves, or their relationships. 
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The second type of prediction is called structure 
discovery. This view of prediction would also include 
inductive processes of theory discovery, as studied by 
Kelly and Glymour (1990). They have examined a range 
of structures of increasing complexity and shown the 
increasing difficulty with increasing complexity of the 
structure being predicted. This means that the predictive 
success of models at different tasks cannot be directly 
compared, the predictive task itself has an inherent 
difficulty. As a simple example, it is more difficult to 
predict the outcome of a categorical variable with many 
states, than one with only two states. We cannot directly 
compare the predictive accuracy of, say, a quantitative 
model that outputs the expected density of a species of 
animal in animals per hectare and a qualitative model 
that outputs presence/absence categories. 

The Bayesian Classijier System. The Bayesian classifier 
only performs prediction of states of variables. It can 
predict any number of categories, although in this study 
only two were used. The data set used in experimental 
testing comprises seven outcome variables and eleven 
predictor variables. Called the Gloucestershire breeding 
water bird data set, the data were collected from 33 
abandoned gravel pits in Gloucestershire, England, over 
two years, 1987-1988. The outcome variables had two 
categories: Either presence or absence. The predictor 
variables were a mixture of real values and categories. 
The real-valued variables were grouped by an expert on 
the data into a small number of classes (2-5). Three of 
the outcome variables are grouped data on the total 
numbers of birds, total juveniles and total number of 
broods (roughly the number of breeding pairs). The 
remaining outcome variables were categories giving 
single species of bird: Greater Crested Grebe, Tufted 
Duck, Canada Geese and Mute Swans. The input 
variables were conductivity, acidity, calcium content, 
water depth, age since the site was last used for gravel 
extraction, area, number of aquatic plants, number of 
riparian plants, water-based disturbance (categorical), 
bank-based disturbance (categorical) and number of 
islands. 

A Formal Predictive Protocol 

Can we can determine the accuracy of a model on 
predictions of the future? In many predictive applications 
the data are gathered in a different place or at a different 
time to the evidence used to predict. We need to know 
how well the predictions hold across two independent 
data sets that are collected at different times. A predictive 
protocol is a relationship between the situations that 
provide the data used to develop the model and the 
situations in which predictions occur. Rvo sets of data 
are needed to develop and test a model. The training set 
is used to develop the model. The test set is used to 
establish the predictive accuracy of the model. A number 
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of relationships between the test set and training set can 
be defined: 

resubstitution-the test set may be the same as the 
training set, also called goodness-of-fit, 
resampling-the test set and training set are based on 
random draws from the same data, 
cross-validation-a different data set is used for the 
testing as was used for development of the model, 
forecasting-the training set is collected prior to the 
test set, 
extrapolation-the test set contains data with values 
for the independent variables that are outside the range 
of the same variables in the training set, also called a 
‘hard test of a model’, 
interpolation-the test set contains situations with 
values for the independent variables that are between 
values of the same variables in the training set, 
transmission-the test set is the training set corrupted 
with random noise. 

One of the most useful predictive protocols for model 
development is resampling as it detects ‘overfitting’ of a 
model to data. A model is overfit when it predicts well on 
the data set it is developed on, but poorly on the test set. 
In the case of decision trees, an overftt tree is too large, 
containing branches formed by data in the training set 
that are not found in the test set. Specifying too many 
parameters is responsible for overhtting of linear regres- 
sion functions and can be controlled by keeping the 
number of variables to a minimum (Tumey, 1990a). 
Pruning procedures help to control overfitting in decision 
tree induction (Mingers, 1989b). A wide range of 
resampling methods yield similar estimates of model 
accuracy, although the variance can vary depending on 
the method (Verbyla & Litvaitis, 1989). 

Comparison of Resubstitution, Resampling and Fore- 
casting. The Bayesian classifier was used to forecast the 
bird population in one year from the population in a 
previous year. The model was developed on one data set 
and tested on another using the resampling method, 
lo-fold validation, as a guide to the predictive accuracy. 
Other resampling methods provide an estimate of 
accuracy with less variance, lo-fold validation is a 
compromise between variance and computer processing 
time. The steps in lo-fold validation are: (1) Partition 
data randomly into 10 equally sized subsets, (2) exclude 
the first subset, (3) develop the model on the remaining 
subsamples, (4) test the model on the excluded sub- 
sample, (5) repeat steps two to five, nine times, 
excluding a different subsample each time and (6) 
calculate the predictive accuracy from the results of the 
tested samples through dividing the total number of 
correct predictions, by the total number of predictions. 

The first column of Table 1 is the predictive accuracy 
on 1987 data as determined by resubstitution. The next 
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TABLE 1 
The Accuracy of Predictions for 1988 Based on Resampling Predictions from 1987. Column 1 is Determined by 
Resubstitution on 1987 Data, Column 2 by lo-Fold Validation on 1987 Data and Column 3 by CrossValidatIon of a Model 
Developed on 1987 Data with the Data from 1988. The Comparison Between Column 1 and Column 2 is the Null 
Hypothesis HO:1 ??2 Compared to the Alternative Hypothesis, Ha:1 >2. The Comparison Between Column 2 and Column 
3 is the Null Hypothesis HO:2=3 Compared to the Alternative Hypothesis Ha:2#3. The Phenomenon of ‘Over-fitting’ is 
Shown by the Decrease In Predictive Accuracy from Column 1 to Column 2. Resampling However is in Almost all Cases 

a Good Estimate of the Predictive Accuracy of the Model on the Next Year’s Data 

Data set 

_ 

(1) 1987 resubstitution Change (2) 1987 resampling Change(a) (3) 1988 cross-validation 

Gloucestershire 
Total adults 
Breeding birds 
Juvenile birds 
Great Crested Grebes 
Tufted Ducks 
Mute Swans 
Canada Geese 

97.0 > 84.3+ 1.2 =(0.05) 86.7 
100 > 65.lk2.6 = (0.48) 63.3 
87.9 > 68.7t3.1 =(0.52) 66.7 
81.8 > 64.7k2.5 B(O.004) 56.7 
90.9 > 72.1 +3.4 =(0.2) 76.7 
72.1 > 46.5k7.6 = (0.38) 53.3 
81.8 > 53.5t4.1 =(0.12) 60.0 

column shows the predictive accuracy as determined by 
resampling. Resubstitution overestimates predictive 
accuracy in all cases, demonstrating the overlitting 
phenomenon. The predictive accuracy of the model 
developed with the 1987 data was then determined on the 
1988 data set. These results are listed in the third data 
column. In most cases the resampling estimates are not 
significantly different from the predictive accuracy on 
the 1988 data. In one case prediction decreased, 
suggesting some aspect of the Great Crested Grebes 
changed from 1987 to 1988. On average, resampling 
estimates of predictive accuracy provide a good estimate 
of the predictive accuracy on the successive year’s data 
set. 

As shown by the results for the Greater Crested Grebe, 
the predictive accuracy cannot be reliably estimated on 
temporally distant data. As illustrated by these results, 
we can ceritus paribus, or provided all things remain the 
same, predict the probability of a future event using a 
resampling predictive protocol. Of course, there are 
problems in showing all things remain the same. As a 
potentially infinite number of things could change in the 
natural world, application of a model relies on the 
necessarily subjective evaluation of whether the ceritus 
paribus condition holds. 

Theoretically Possible Situations 

A ‘situation’ is a particular combination of input values. 
Possible situations are sets of situations, as represented 
for example, by a data set of attributes of sites. All model 
development methods make assumptions about possible 
situations that can occur. If situations occur that are not 
anticipated, a form of violation of assumptions occurs. 
Multivariate systems for example make assumptions 
about the form of the relationship between the variables, 
that the relationship is global and that the relationship of 
the independent variables to the dependent variable is 
linear. Other functional relationships are theoretically 

possible (e.g. non-linear) and the effect of violation of 
the assumptions can be unpredictable. 

Data Set Used in the Study. Because the conditional 
probabilities in the Bayesian system relate input states to 
output states the system makes no global assumptions 
about the form of the relationship between the input and 
output variables. Thus a wide range of functional 
responses including discontinuities and non-linearity are 
included in the possible situations. However, Bayesian 
classifiers make two assumptions: The variables are 
independent and only one output is possible (so-called 
‘naive Bayes’). A Bayesian classifier could be thought of 
as a diagnostic node (an output variable) surrounded by 
evidence nodes (or input variables) where links between 
nodes represent statistical correlations. Only links 
between the input variables and the output variables are 
permitted. 

Some combinations of variables are consistent with 
the assumptions with the model and others are not. Given 
knowledge of the assumptions of the modelling system, 
we can modify the model space to meet those assump- 
tions. In the case of the assumption mat the variables are 
independent, covariance analysis can be used to deter- 
mine the correlations between groups of variables. 
Covariance analysis of the data revealed a number of 
variables with a Pearson correlation coefficient of about 
0.4. Variables were removed to give a data set with less 
correlation between variables, by taking into account the 
wildlife expert’s knowledge of the biological system and 
the information from the covariance matrix. A final data 
set composed of six variables contained no pair of 
variables with a Pearson correlation coefficient value 
greater than 0.22. This procedure produced two data sets 
with different degrees of independence between the 
variables. When variables are more independent the 
estimates of the model are more consistent with the 
resampling estimates (Table 2). The model estimate is 
the average estimated accuracy of the highest posterior 
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TABLE 2 
The Difference Between the Model Estimate and the Resampllng Estimate Before and After Removal 
of Correlated Variables. The Degree of Overestimation of Predictive Accuracy by the Model is 
Calculated from the Difference Between the Resubstitution and Resampling Estimates of Predictive 
Accuracy. Column 1 Lists the Overestimates by the 11 Variable Model. Column 2 Lists the 
Overestimates of the 6 Variable Model. In Most Cases the 6 Variable Model Overestimates Less than 

the 11 Variable Model (HO:1 ??2, Ha:l#2) 

Data set 11 variables 6 variables (1) 11 variables Change (a) (2) 6 variables 
model model over-estimate over-estimate 

estimate estimate 

Gloucestershire 
Total adults 
Breeding birds 
Juvenile birds 
Great Crested Grebes 
Tufted Ducks 
Mute Swans 
Canada Geese 

98.3kO.2 95.8kO.5 15.5 >(O.OOl) 11.5 
90.0+0.6 83.820.5 17.3 = (0.48) 18.5 
91.8kO.3 83.7tO.5 19.1 >(O.OOi) 15.0 
86.4kO.3 78.720.9 20.2 B(O.001) 14.0 
88.7Y.O.6 85.3iO.5 21.5 >(O.OOl) 13.2 
89.320.5 78.3kO.6 37.8 B(O.001) 31.8 
85.OkO.5 81.0+0.3 26.9 = (0.46) 27.6 

probability after incorporating all evidence. 
The reduction in variables, though necessary for the 

data set to meet the assumptions of the predictive system, 
removes information that may be useful. Another 
predictive modelling system, with different assumptions, 
would require that different variables be removed to 
meet assumptions. For instance, a linear regression 
model would require removal of variables with a non- 
linear relationship to the output variable. If different 
predictive systems with different assumptions are used in 
the same situation, then failure to predict could be due to 
interaction between the features of the data set and the 
assumptions of the model. Given that algorithms should 
be tested in situations that are consistent with their 
assumptions, the requirement for different variables and 
different information as input to the algorithms means 
the outputs cannot be compared. 

A Predictive Decision System 

In the Bayesian classifier the final posterior probabilities 
of the output values are sorted into order of probability 
and the highest probability chosen as a prediction. The 
selection of the maximum probability constitutes a 
predictive decision system. This decision to choose the 
maximum is only one of a number of possible strategies. 
An alternative strategy is, after incorporation of all 
evidence and a number of the output values have the 
close to maximum posterior probability, to output the set 
of values. In order to assure reasonable certainty in the 
predicted outcome we may decide to only predict if the 
posterior probability is greater than a pre-determined 
value, representing an acceptable level of confidence. 
When a number of models of the system are being used 
to predict, a decision rule based on a weighted average of 
all the models is the most reliable (Cheeseman, 1990). 

Variation in the Decision Rule. We can choose when to 
predict and when to refrain from prediction. For 

example, a gambler may choose to bet or not to bet. A 
rational gambler chooses to refrain from betting when 
the odds of winning are not justified by the returns. This 
approach may be used to increase the accuracy of 
prediction, by using posterior probability calculated by 
the Bayesian system, to estimate the expected probability 
of predicting correctly. The posterior probability can be 
set at any level of accuracy. A predictive decision rule 
with no cuttoff value is compared with a decision rule 
with a 95% cutoff level (Table 3). The results show an 
increase in accuracy, but not to the level of the cuttoff 
value. 

Accuracy of prediction is not only a matter of 
providing a high posterior probability, although this is 
necessary to estimate the posterior probability of each 
prediction. The outcome is improved at the expense of a 
diminished coverage of the rule. The predictive accuracy 
of models from different domains cannot be compared as 
accuracy can be increased arbitrarily by using model 
estimates of the accuracy of prediction. The Bayesian 
classifier system provides a way of performing this more 
general form of prediction due to the ability to estimate 
the accuracy of predictions in each situation. 

A Criterion of Predictive Adequacy 

The measure of predictive accuracy must be a reliable 
indicator of the usefulness of the model. In the case of 
categorical predictions, the predictive accuracy on the 
test set is the number of correctly predicted situations 
divided by the total number of situations. This measure 
of prediction cannot be used in a quantitative model that 
predicts values for a continuous variable. In this case the 
sum of squares of residuals, or correlation coefficients 
are used. In order to have a criterion, the measure of 
predictive accuracy needs to be compared to something. 
In most cases the object of comparison is the null model. 
Normally the value of the measure of predictive accuracy 
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TABLE 3 
The Accuracy of Predictions Selected by a Model-Estimated Cutoff Level. Ail Predictive Accuracies are 
Determined by W-Fold Validation. Column 1 is the Accuracy when the Model Predicts on all Data (Cutoff 0%). 
Column 2 is the Accuracy on Data where the Posterior Probability Estimated by the Bayesian Classifier 
Exceeds 95%. Column 3 Shows the Average Number of Data Items Selected. The Accuracy increases in Most 

Cases and the Number of Selected items Decreases (HO:1 =2, Ha:1 f2) 
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Data set (1) 0% cutoff Change (a) (2) 95% cutoff Total test data (3) Selected test data 
- 

Gloucestershire 
Total adults 
Breeding birds 
Juvenile birds 
Great Crested Grebes 
Tufted Ducks 
Mute Swans 
Canada Geese 

84.3kO.4 c (0.001) 90.5kO.4 33 29.8f0.4 
65.1 +0.8 < (0.001) 84.3kl.O 33 15.7kO.7 
68.7? 1 .O c (0.001) 81.5k1.6 33 16.5k0.4 
64.7kO.8 < (0.001) 88.4f1.2 33 10.2+0.5 
72.1 fl .l =(O.Ol) 68.4k2.0 33 14.3kO.8 
46.5k2.4 <(O.OOl) 66.6k2.4 33 15kO.7 
53.5* 1.3 ~(0.001) 62.5k2.7 33 10.5kO.3 

- 

of the null model is compared with the corresponding 
value for the model. It is shown below that the null 
model is not unique. . 

Another feature of criteria of predictive accuracy is 
that measures compress the performance of the model 
into a single value. A more detailed analysis might be 
given by a chi-squared contingency test where each 
possible combination of observed to expected classes is 
evaluated. The results expressed in a confusion table 
provide a detailed analysis of the performance across all 
observed and predicted classes. The accuracy can vary 
greatly across the classes. Similarly the correlation 
coefficient is a coarse measure of prediction over the 
whole range of predictions that assumes the error is 
constant over the whole range of the model. Thus criteria 
of predictive accuracy can be misleading when pre- 
dictive accuracy is not homogeneous. 

outcome values. The expected predictive accuracy is 
then equal to n2+p2. 
Most frequent strategy. Another strategy that turns out 
to give the highest expected predictive accuracy is to 
predict the most frequent outcome, maximum (ng). 

Bayesian Prior Probabilities. Where the primary aim of 
empirical modelling is prediction, acceptance of a model 
requires that the model predicts better than a null model. 
There are a number of alternatives for the null model. 
Bayesian theory provides alternative null models in the 
form of alternative prior probabilities. Below are three 
possible null strategies for prediction, where n and p are 
the expected probability of a randomly drawn datum 
being in the absent and present classes, respectively. 
Below, n is the fraction of correct predictions and p the 
number of incorrect predictions. 

The strategy of choosing the most frequent outcome in 
all cases leads to better prediction than the null statistical 
model (Table 4). Note that the most frequent strategy is 
superior to the model in one case where the model was 
significantly better at prediction than the null statistical 
model (Tufted Ducks). Thus a statistically significant 
model of a situation is not necessarily better than a null 
model. This demonstrates that statistical significance is 
not a reliable guide to prediction, particularly when the 
distributions of the outcomes are highly uneven. To 
illustrate this with a simple example, if the distribution of 
outcomes is 0.9 to 0.1, the statistical null model gives an 
expected accuracy of 0.81 and the maximum strategy 
gives a predictive accuracy of 0.9. A model that predicts 
with an accuracy of 0.85 predicts significantly better than 
the statistical null model at 0.81 but would predict less 
accurately than the maximum strategy. The acceptance of 
a model is dependent on the alternatives available rather 
than a preconceived view of the null model. 

A Criterion for Converging on a Predictive System 

A convergent process is one that tends towards a fixed 
point. A convergent modelling process tends through 
selection or elimination or revision of models to a fixed 
single model. In statistical model development, such as 
curve fitting, after specification of the potential class of 
curves, the convergent process might consist in removing 
variables until the residual sum of squares is minimised. 
In machine learning of a concept, the theorist narrows 
down on a possible solution from a large set of 
possibilities (Oshershon et al., 1991). The notion of 
successful scientific discovery is of an investigative 
process that converges on a structure that is a true model 
of reality being studied. 

Uninformed strategy. No knowledge at all leads to an 
equal expectation over all values (e.g. with two 
outcomes, 0.5). The uninformed strategy would get 
half of each of the alternatives correct. The expected 

predictive accuracy is i + 5 =OS for all n and p. 

A statistical model. A model of the system where the 
outcomes are generated at random gives the statistical 
null model, a strategy based on predicting the fre- 
quency of the outcome values in the proportion of the In real situations, e.g. scientific discovery, the true 
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TABLE 4 
The Predictive Accuracy of the Model Compared with Three Null Hypotheses. Column 1 Lists the Proportions 
of Outcome Values in the Data Set (n=Absent, p=Present). Column 2 in the Expected Predictive Accuracy 
Given an Uninformed Prior (n+p)/2. Column 3 Is the Expected Predictive Accuracy Given a Statistical Prior 
(n2+p2)/2. Column 4 is the Expected Predictive Accuracy Given a Strategy of Predicting Only the Outcome that 
Is Most Frequent. Column 5 Is the Predictive Accuracy Determined by W-Fold Valldatlon. The Number of 
Successful Models is Determined by the Number of Models where the Predictive Accuracy In Column 5 Is 
Significantly Greater than the Expected Predictive Accuracy in the Null Model. (HO:NuII=Resampllng, 

Ha:Null#Resampling) 

Data set (1) w (2) Uniformed (3) Statistical 

Gloucestershire 
Total adults 
Breeding birds 
Juvenile birds 
Great Crested Grebes 
Tufted Ducks 
Mute Swans 
Canada Geese 
Successful models 

(4) Maximum 
strategy 

Change (a) (5) 1 valid 

0.09, 0.91 
0.33, 0.67 
0.30, 0.70 
0.45, 0.55 
0.73, 0.27 
0.67, 0.33 
0.70, 0.30 

50 84 91 
50 56 67 
50 58 70 
50 51 55 
50 61 73 
50 56 67 
50 58 70 
7 5 3 

>(O.OOl) 82.8 
<(O.OOl) 72.7 
< (0.02) 72.7 
<(O.OOl) 66.2 
>(O.OOl) 67.2 
=-(0.001) 51.5 
=-(0.001) 58.1 

structure of reality is unknown and so we do not know if 
our model is correct. We rely on predictive accuracy as a 
guide to successful convergence. Predictive accuracy is 
only a guide because noisy data make exact prediction 
impossible. Given predictive accuracy as the only guide 
to discovery, and that exact prediction is unlikely, an 
obvious criterion of convergence is that the predictive 
accuracy is not increasing with increasing evidence. Two 
forms of increasing evidence are increasing numbers of 
data and increasing number of variables. A range of 
forms of convergence are also possible (e.g. convergence 
in the limit or monotonic convergence). In monotonic 
convergence, used as a criterion in the following section, 
the predictive accuracy is non-decreasing with an 
increase in the evidence presented. 

Presentation of Data. Data are presented incrementally 
in many learning and model development systems. There 
are two factors to consider: The maximum predictive 

accuracy possible and the rate at which the model 
approaches the maximum with increasing data. In the 
case of curve fitting, more data decrease the confidence 
limits of the estimates of the parameters, i.e. lead to a 
better estimate of the equation parameters. However, it 
does not necessarily follow that more data lead to better 
prediction. Table 5 compares the predictive accuracy of 
resampling with one year to that of two years combined. 
In most of the cases there is no difference in the accuracy 
with increased data but in two cases the predictive 
accuracy increases with the addition of two years’ data. 

It appears that the Bayesian classifier needs only a 
certain number of data for maximum predictive accuracy 
and the predictive accuracy becomes optimized at a 
value dependent on the inherent noise in the data. If 
models are compared, it should be established that the 
amount of data has optimized predictive accuracy. If 
models are compared with a fixed set of data then two 
factors are affecting prediction: The inherent predictive 

TABLE 5 
The Predictive Accuracy with One and Two Year’s Data. Column 
1 is the Predictive Accuracy as Determined by lo-Fold Validation 
on One Year’s Data (n=33). Column 2 Shows the Predictive 
Accuracy by lo-Fold Validation on Two Year’s Data (~66). The 
Predictive Accuracy Is Either the Same or Significantly Greater 

in the Larger Data Set (HO:1 =2, Ha:lfP) 

Data set (1) 1987 Change (a) (2) 1987/88 

Gloucestershire 
Total adults 84.3kO.4 c(O.04) 86.5kO.4 
Breeding birds 65.1 kO.8 =(0.24) 64.3kO.9 
Juvenile birds 68.7kl.O = (0.62) 68.0 ?r 1 .o 
Great Crested Grebes 64.7kO.8 = (0.06) 66.7f0.7 
Tufted Ducks 72.lfl.O = (0.64) 72.7kO.6 
Mute Swans 46.5k2.4 =(0.64) 47.720.6 
Canada Geese 53.5* 1.3 <(O.OOl) 66.9+ 1.3 
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accuracy of the model and the amount of data needed by 
the model for prediction. 

results imply the effects summarized in Table 7. The 
main findings are as follows: 

Number of Variables. The unpredictable effect of vary- 
ing the number of variables is a well-known problem in 
the simplification of linear regression models (James & 
McCulloch, 1990). In curve fitting, the sum of squares 
always decreases with an increase in the number of 
variables or parameters. Modellers have relied on a bias 
towards simplification to control the increase in numbers 
of parameters. The justification for this practice is 
questionable (Glymour, 1981). 

Monotonic convergence requires that the predictive 
accuracy increases with increasing numbers of variables. 
The data set composed of six variables was compared 
with the data set composed of 11 variables. The five 
variables removed were based on statistical analysis to 
find the most correlated variables and an assessment of 
the least useful for biological explanation (Table 6). The 
result was an increase, decrease or constant effect on 
accuracy, i.e. anything can happen. The variability of 
predictive accuracy shows that monotonic convergence 
does not occur with removal of variables. 

CONCLUSIONS 

This paper has examined a number of factors that can 
affect the predictive accuracy of a model. The empirical 

A number of predictive protocols were defined. 
Resampling can simulate prediction of temporally 
distant events (i.e. forecasting). Resampling is proba- 
bly the most useful general purpose predictive protocol 
due to its ability to detect a common problem in 
modelling, overfitting. 
Partial prediction, i.e. predicting only when the 
probability of success is high, allows higher predictive 
accuracy. The Bayesian classifier allows this more 
general form of prediction as it estimates the probabil- 
ity of success through the posterior probability. 
Acceptance of the model is relative to the assumed null 
model. A statistically significant model may not be the 
best predictor. A Bayesian analysis based on prior 
probabilities of successful prediction allows evaluation 
of the alternative null strategies for prediction. The 
best alternative strategy should be compared with the 
model being tested, rather than a prior conceived null 
model of the system. 
Given a monotonic criterion for convergence, the 
Bayesian classifier system appears to converge onto a 
constant value for predictive accuracy with increasing 
data. Evaluations of models should show that suffi- 
cient data have been provided to ensure convergence, 
else comparison of the model compares the sensitivity 

TABLE 6 
Effect on Predictive Accuracy with the Removal of Variables. Column 1 is the 
Predictive Accuracy by lo-Fold Valldation on an 11 Variable Model. Column 2 is the 
Predictive Accuracy by lo-Fold Validation on a 6 Variable Model. The Difference 
Between the Two (2 - 1) is Shown in Column 3. The Accuracy Increased, Decreased or 

Remained the Same (HO:1 =2, Ha:1#2) 

Data set (1) 11 variables Change ((Y) (2) 6 variables Difference 

Gloucestershire 
Total adults 
Breeding birds 
Juvenile birds 
Great Crested Grebes 
Tufted Ducks 
Mute Swans 
Canada Geese 

62.820.5 <(OOOl) 84.320.4 + 1.5 
72.7kO.6 >(O.OOl) 65.1 20.8 - 7.6 
72.7+ 1.2 =-(0.01) 68.7+ 1 .O -4.0 
66.2r 1.6 = (0.39) 64.720.8 - 1.5 
67.2kl.i <(O.OOl) 72.121.1 +4.9 
51.5k1.9 =(O.i) 46.5k2.4 -5.0 
58.1 f2.1 = (0.06) 53.5? 1.3 -4.6 

TABLE 7 
Summary of the Main Results of the Effect of the Predictive Paradigm on the Predictive Accuracy of a Bayesian 

Classifier System as Determined by lo-Fold Validation 

Parameter Relationship 

Test set Predictive accuracy decreases with increasing difference between test and training 
sets 

Predictive decision rule Predictive accuracy increases with decreasing domain of data 
Acceptance of model Models accepted decrease with increasingly informed null models 
Number of data Predictive accuracy becomes constant with increasing number of data 
Number of variables Predictive accuracy may increase or decrease with increasing variables in the model 
Adherence to assumptions Accuracy of estimates increases with increased adherence to assumptions 



of the model to data as well as inherent predictive 
accuracy. 
Increasing the number of variables affects predictive 
accuracy non-monotonically. This factor is the most 
problematic for the purposes of simplification and 
adherence to assumptions of the model. While the 
other factors seem to behave monotonically with 
respect to predictive accuracy, simplicity and the 
choice of model structure seem particularly problem- 
atic. 
Adherence to the assumption of independence of the 
variables increases the accuracy of the Bayesian 
classifier’s determination of expected predictive accu- 
racy. Adherence to independence assumptions is a 
relative factor as in most cases it is not possible to 
eliminate the correlation in natural variables entirely. 

The study describes a range of factors that must be 
taken into consideration in evaluation of the performance 
of any predictive model. It would be of assistance to 
specify a predictive paradigm, the general form of 
predictive task that the predictive evaluation is simulat- 
ing. A statement such as ‘this model predicts with an 
accuracy of 80%’ is not very useful as an evaluation of 
the predictiveness of a model due to overlitting. An 
alternative strategy, such as predicting a fixed value, may 
predict with as well as or better than 80% accuracy. The 
saturation of the model with data has not been estab- 
lished and the model may be predicting as well as is 
possible or it may predict better given more data. Finally, 
the model may predict better or worse depending on the 
variables included in the model. 

A precise statement of predictive accuracy is: 

This model predicts with an 80% accuracy using lo-fold 
validation procedure, on 100% of the data from domain 
x. It predicted 50% better than the best alternative null 
strategy. The number of data needed to reach maximum 
predictive accuracy was 150. Substitution of any single 
variable with any of the other variables resulted in a 

decrease in the predictive accuracy. 

The Bayesian classifier system is a useful basis to 
experimentally examine these methodological processes. 
While Bayesian classifiers can function as an efficient 
learning and classification system, they are vulnerable to 
paradigmatic considerations posed in this paper. LBS is 
available from the author. 
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